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Abstract 

 
This paper describes how Decision Plan Nets (DPNs) might be used to model important aspects 
of the process which farm households make use of in deciding whether or not to take part in Agri-
Environmental Measures (AEMs). For the purposes of this paper, the following aspects of the 
decision process are believed to be particularly important, although there may be others. Firstly, 
we can legitimately view adoption (or non-adoption) of an AEM as an innovation diffusion 
process, in which the number of new adopter households at a particular time is a function of such 
variables as the number of households that have already adopted, the amount of external 
publicity, the extent of positive and negative “word of mouth” and so on (Rogers 1995). 
Secondly, that social networks are important in determining not only the speed, but also the 
nature of messages transmitted about the AEM. In particular, it is important to distinguish the 
process of persuasion from the mere provision of information. Thirdly, that the decision processes 
of farm households are unavoidably dynamic and extended in time. Finally, that the determinants 
of decision are likely to be a mixture of “factual” data and “socially constructed” beliefs. The 
paper shows how DPNs can be used to organise these aspects of the decision-making process 
within a single framework. This framework will form the basis for a multi-agent simulation 
which develops earlier work on social aspects of information diffusion (Chattoe and Gilbert 
1998). 
 
 
0. Introduction 
 
This paper attempts to draw together a range of literature from the fields of decision-making, 
innovation diffusion and social networks to explore the determinants of AEM adoption and non-
adoption by farm households. In particular, it uses Decision Plan Nets (DPNs) as a framework for 
organising these diverse findings into a form suitable for subsequent multi-agent simulation. 
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The paper and its predecessor (Chattoe and Gilbert 1998) attempt to meet two related objectives. 
Firstly, by developing a general framework for social information transmission, it hopes to point 
the way to a simulation that can investigate the interactions between the different mechanisms 
and processes that have been described in the (rather dispersed) literature up until now. 
Traditionally, both discursive theorising and analytical models have tended to over-stress the 
importance of selected mechanisms, while down-playing others. The result has typically been 
inconclusive arguments between incompatible models. Simulation is able to integrate different 
mechanisms and thus make a start in resolving these disputes. Secondly, the interactions of 
different processes are likely to have important policy implications and to suggest new kinds of 
policy control. In a simplified model in which (for example) financial gain is the sole determinant 
of adoption, there is, in a sense, no “interesting” policy issue. If more money can be provided, 
there will typically be more adopters.1 By contrast, if adoption can depend on subjective 
perceptions, social networks, mistakes, rumours and historical events, as it undoubtedly can, there 
are possibilities for identifying and correcting “avoidable” failures in a way that makes policy 
intervention both more useful and more realistic. The same distinction has more general relevance 
to the innovation diffusion literature. Typically, this has tended to focus on the reasons why 
innovations diffuse. However, from a policy point of view, it is probably more important to ask 
why they fail to diffuse, particularly if there are still members of the population “willing” to 
innovate who have nevertheless failed to do so. (Those who are unwilling to innovate are 
uninteresting from a policy point of view.) 
 
The first section of the paper provides a brief summary of three major strands of the innovation 
diffusion literature and describes their advantages and shortcomings. The second section 
describes the impact of social networks on information diffusion and considers possible models 
of persuasion as a process independent from the provision of information. The third section 
introduces the DPN approach and suggests how it might be generalised to dynamic and 
unavoidably time extended decision processes. This generalisation also permits “factual” and 
“socially constructed” determinants of decision to be represented within the same framework. The 
following section postulates a number of different dimensions of decision and suggests how these 
might be implemented in a simulation. (These dimensions are only proposed as an incomplete set 
of hypotheses based on the existing literature and are open to revision and extension in the light 
of the interview data.) Section 5 sketches some possible extensions to the basic model and section 
6 concludes. 
 
 
1. Insights from the Innovation Diffusion Literature 
 
Innovation diffusion is the process by which a novel practice or use of technology spreads 
through a population over time. Research in this area is long established and its basic findings 
have been validated across many different areas of application (Rogers 1995). The core of this 
research is the construction and analysis of innovation diffusion curves, graphs of the number of 
adopters of a particular innovation over time. The shapes of these curves can be fitted to 
                                                 
1 Of course, one can try to estimate how many adopters can be “purchased” for each additional increment of 
expenditure, but it is hard to know what to do with this data even if it can be obtained. 
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analytical models making different assumptions about the mechanisms of influence and 
information transmission. Alternatively, the speed of diffusion for different innovations (like new 
products) can be linked to policy variables like advertising budgets. It seems appropriate to regard 
participation in an AEM, along with consequent changes to the activities of the farm household, 
as an innovation in this traditional sense (Chattoe and Gilbert 1997).2 For the purposes of this 
paper, the innovation diffusion literature provides two important sets of insights. Firstly, the 
process of innovation diffusion is a function of both individualistic and social processes. 
Although the farm household will be relatively well informed about its own farming practices and 
financial constraints, knowledge of the AEM and its implications will almost invariably be 
influenced by gossip, rumour, persuasion and other forms of social activity. Secondly, the 
decisions of farm households about whether or not to adopt place these households in different 
“states of awareness” over time. This cognitive or adaptive view can be contrasted with models in 
which the decision process of the household is assumed to be given at the outset and remain 
unchanged. In such models, the only possible reason for delay in reaching a decision is the 
process of collecting information to “fill in” the parameters of the given model. 
 
 
1.1 Individual and Social Determinants of Innovation Diffusion 
 
It is possible to distinguish three main areas of innovation diffusion research. Traditional 
aggregate models (Mahajan and Peterson 1985, Parker 1994) simply divide the target population 
into adopters and non-adopters and attempt to fit simple analytical models (often based on the 
logistic curve) to data about the aggregate numbers of adopters over time. Data on adoption times 
is usually gathered retrospectively by surveys. There are several obvious drawbacks to curve 
fitting of this kind. Firstly, the need to gather data retrospectively makes such modelling of 
limited use for policy. The final level of adoption can only be assessed once a significant number 
of data points has been collected, by which time it may be too late to intervene effectively.3 
Furthermore, the non-linear nature of most models means that data from the early stages of 
innovation diffusion are particularly unhelpful in predicting the eventual outcome. Secondly, 
because of the non-linearity of the models, it is analytically difficult to distinguish the fit of 
different models to noisy data. Thirdly, despite “meanings” attached to the parameters in these 
models, for example reflecting “external” advertising and “internal” word-of-mouth processes, 
there has been little validation to support the claim that a set of data apparently best fitted by a 
model implying a strong word-of-mouth component corresponds to a process where word-of-
mouth diffusion of information was actually important. Finally, these simple analytical models 
make some very strong assumptions about the underlying behaviour of individuals. In particular, 
models in which new adoption is a function of the number of existing adopters typically assume 

                                                 
2 This of course raises the issue of farms where payment can be received for practices that are already being carried 
out, or farms where practices are changed in order to become eligible for future payment. Discussion of these issues 
must be postponed since the current model involves no component dealing with the evolution of firm finances and 
practices. A model of this kind is due to be integrated through work with other IMAGES collaborators. 
3 Any intervention during the process of innovation may serve as a “structural break” and thus destroy the adoption 
profile which motivated it. There is also a more general danger of selection bias, in that research tends to focus on 
innovations that have totally dominated previous techniques, rather than investigating unsuccessful innovations or 
those which have not followed the “typical” pattern. 
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“complete mixing”, that each agent has contact with all others.4 This is plainly unrealistic and the 
introduction of any form of social networks has important implications for the process of 
innovation diffusion (Abrahamson and Rosenkopf 1997). 
 
The micromodelling approach, epitomised by the work of Chatterjee and Eliashberg (1990), 
attempts to remedy some of the difficulties in the traditional models. In particular, it draws 
attention to the obvious fact that the aggregate level of adoption emerges from the adoption 
decisions of individual households. Thus, we can expect to derive stable (and possibly predictive) 
aggregate relationships only to the extent that individual behaviour is correspondingly stable. In 
addition, explicit modelling of the decision processes by which households adopt allows us to 
generate falsifiable hypothesis linking individual and aggregate behaviour. Chatterjee and 
Eliashberg make use of questionnaires and psychological tests to estimate the behavioral 
parameters of their proposed model before the new product they are studying has even been 
offered for sale. This methodology is obviously much more appropriate when there is a desire to 
influence the level of adoption through policy variables.5 The two main difficulties with 
micromodelling result from the choice of mathematical representation rather than any intrinsic 
flaw in the approach itself. Chatterjee and Eliashberg continue the tradition of attempting 
analytical representations of the aggregate rate of adoption over time. This compels them to 
choose their models for individual decision not on the basis of behavioural realism, but rather to 
ensure analytic tractability. In particular, they have to assume that heterogeneity among 
individuals is restricted to standard economic “parameters” like preferences, degree of risk 
aversion and so on. Significant heterogeneity in the decision process itself is ruled out. This raises 
the second difficulty, which is the “timelessness” of fixed decision processes in which only 
parameters differ. If the diffusion of the innovation is really limited only by the spread of 
information among agents with fixed models, then it is hard to see how diffusion can ever fail in 
any interesting or policy susceptible way. In most cases, one would expect diffusion of the 
awareness of the innovation to be very rapid. Even though diffusion of information about the 
outcomes of adoption is necessarily slower, one would still expect policy makers to be able to 
speed up the adoption process to any arbitrary degree simply by publicising the relevant 
parameter values.6 In practice, rapid adoption and publicity of this sort are seldom observed, 
suggesting (not surprisingly) that there is more limiting the diffusion of innovations than the 
spread of information required to make a decision. This paper will use the DPN approach to 
suggest that other factors are the process by which decisions are socially constructed in response 
to new situations, the tendency to collect information only if it is relevant to the current stage of 
decision, the institutional aspects of the AEM like waiting lists for farm visits and the different 

                                                 
4 It could also be argued that these models do not really “explain” adoption, they simply report correlations. 
5 Obviously, there are significant difficulties with this approach. Do the questionnaires and tests actually measure the 
parameters intended? Are intentions to adopt usefully equated with actual adoption? Is it possible that subjects will 
respond strategically to influence the nature of the product to their advantage? All these issues are recognised in the 
marketing literature from which this approach originates and progress is being made in addressing them. These 
technical difficulties should not detract from the methodological superiority over the traditional approach which 
simply disregards these issues altogether. 
6 Another way of putting this is that official information, for example about the levels of payment, are freely available 
at low cost. It is therefore hard to see why, given the assumption of calculative rationality, households would not have 
an incentive to collect the information directly rather than wait for it to filter in from friends and neighbours. 
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effects which social interactions can have on the decision process. The fact that decision 
processes are not “timeless” will be discussed further in the next subsection. 
 
The final strand of innovation diffusion research relevant for this paper consists of models which 
explicitly incorporate spatial effects. A useful example is provided by Bhargava, Kumar and 
Mukherjee (1993). They use a stochastic Cellular Automata model (Toffoli and Margolus 1987, 
Gutowitz 1991) to represent the influences of neighbouring farms on the adoption decision. 
Cellular Automata models consist of a regular grid of cells, each of which may be in a finite 
number of states. The state of each cell is defined on the basis of a small set of rules (usually but 
not invariably constant across all cells in the grid) which typically take account only of the states 
of immediately neighbouring cells.7 The result of sequential random application of these simple 
rules to all the cells in the grid is often highly complex patterns of emergent behaviour. Another 
well established result is the formation and maintenance of stable clusters of individuals in the 
same state (Latané and Nowak 1997). If we suppose that farm households do not only take 
account of financial considerations when planning their farm activities, but are also influenced by 
the activities of their immediate neighbours, we can imagine how “clusters” of neighbouring 
farms could come to adopt similar farming practices or attitudes to AEMs. Households at the 
centres of these clusters would have a strong social disincentive to change their farming 
practices.8 Spatial effects of this kind provide another obvious example of “interesting” policy 
intervention. If some areas are more important than others in terms of political visibility or 
ecological effects, then it will be important to focus influence in these areas if “non adoption” 
clusters are observed.9 This kind of social influence supports the claim made earlier that 
simulation is important in integrating different adoption processes. In previous simulation 
research on randomly generated social networks (Chattoe and Gilbert 1998), there was often a 
proportion of households prepared to adopt who nevertheless did not, because they were either 
not connected to a friendship network, or were connected to one consisting only of other non 
adopters. Even if we were to assume that social influence was very weak, in that households were 
only moved to adopt when all the farms in their neighbourhood had already done so, this would 
still be an important mechanism for adoption among poorly networked “stragglers”. Theories 
based on weak social influence alone would be unable to explain the early rapid spread of the 
innovation while theories based only on social networks would fail to explain the final adoption 
stage. In each case, simple “fitting” models would mis-estimate parameters by attributing all 
adoption to a single mechanism. 
 

                                                 
7 In a stochastic CA, the outcomes of rule outcomes are probabilistic rather than deterministic. 
8 Interestingly, in models where agents differ in their degree of “influence”, Latané and Nowak distinguish clusters 
which are protected at the perimeter, where influential agents are able to “fend off” contrary opinions from outside 
(thus guarding the less influential agents within the cluster), from clusters protected at the centre, where the 
influential agents are able to keep the less influential agents at the periphery staunch while at the same time buffering 
themselves from outside influences. Organisations of the former kind can form clusters of arbitrary size, but once the 
perimeter of influential agents is breached, the whole cluster will collapse. By contrast, organisations of the latter 
kind are limited in size by the sphere of influence of the core agents, but are very robust. 
9 It is worth recalling that the motivation for most AEMs is either a reduction in some negative outcome like nitrate 
runoff, or an increase in some positive outcome, like pleasant walking routes. We cannot assume that a quantitative 
reduction in nitrates is as significant on one group of farms as it might be on another. Similarly, walks will have more 
impact if they are secured on farms that are accessible, near centres of population and so on. 
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Spatial effects are obviously important in innovation diffusion and the only reservation about 
models of this kind is the need to be clear in interpreting notions of “neighbourhood” and 
“space”. This is true in two senses. 
 
Firstly, there is some ambiguity in standard CA models about whether the grid represents real 
physical space or some sort of “social space”. It is obviously restrictive in physical space to 
assume that every household has eight neighbours, but this is a technical restriction and CA 
models exist which allow each cell to have an arbitrary shape. By contrast, the interpretation of a 
“social space” is problematic, particularly because it may blur the distinction between cell states 
and neighbourhood relations. If cell “neighbours” are those with similar states, then there will be 
an arbitrary number of these, changing over time. On the other hand “neighbours” can represent 
some particular relationship between cells, orthogonal to their state, such as intensity of 
friendship. Unfortunately, in this case, the logic of the CA can also be lost because there is no 
presumption that household A will have the same relationship to household B in terms of cell 
distance, as vice versa. It may be the case that some social relations have all the same properties 
as physical space, but that equivalence needs to be demonstrated before CA modelling is 
appropriate. 
 
Secondly, we need to distinguish clearly between direct imitation and other forms of social 
influence. Direct imitation will occur, if at all, most probably between immediate neighbours or 
perhaps between farms clearly identified as being of similar “type”. It is the process by which, if 
one farmer starts to collect the harvest at a particular time, another may do so too, or if someone 
sees a particular piece of machinery on another dairy farm, they may decide to buy one for their 
own farm.10 This is not likely to be the process by which AEM adoption is diffused for two 
reasons. Firstly, the observable “signs” of an AEM, such as land lying fallow or replanting of 
woodland are ambiguous. They may be motivated by many other things. Secondly, participation 
in an AEM is an important and potentially costly step, while direct imitation is typically reserved 
for relatively cheap decisions. For this reason, the proposed simulation described here focuses on 
social influence and does not regard the social network of each household solely in the sort of 
spatial terms suggested by typical CA models. Although it is true that the immediate neighbours 
of a household are quite likely to be among its list of associates, it is also the case that the 
household will probably have a set of associates who also use the nearest market town and 
equally a set of family ties to completely different regions.11 However, it is equally likely that 
there will be sets of associations that are not so spatially clustered, like membership of a farming 
union, political party or society for goat breeders. Thus although it is important not to underplay 
the significance of relations in physical space, these relations cannot always be reduced to 
proximity as undiscriminating use of the CA approach might suggest. We will return to the 
details of social network simulation in section 2. 
 
 

                                                 
10 In fact, it is more likely that the observation will trigger a decision process, though it is still plausible that the 
observation will also sway the outcome of that process. 
11 These network structures will also depend on such factors as whether this is an “old” farming family and how many 
members of the farm household there are. The significance of different “classes” of associations is also discussed in 
the sociological literature on “weak ties” (Granovetter 1973, Friedkin 1980, Weimann 1983). 
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1.2 The Extended Decision Process 
 
We have already questioned the plausibility of models which explain the speed of innovation 
diffusion purely in terms of limitations on the transmission of information necessary to the 
decision process. Firstly, it is not clear why self-interested households should wait around for 
information to arrive if this involves potential income foregone. Secondly, simple information 
transmission is always in danger of being far too slow or far too fast to serve as a suitable 
explanation of innovation diffusion, particularly when agent decision processes are assumed to be 
fixed. It is too fast when distribution of a publicity mailshot about a new AEM does not 
immediately lead to adoption by all eligible households who stand to benefit, which of course it 
does not. It is too slow when households are (reasonably) assumed to get bored with telling others 
about the existence of a new AEM but applications continue to be received long after the initial 
announcement.12 Finally, it seems inconsistent to treat households as sophisticated decision 
makers but very naive in the continued production, interpretation and reception of “information”. 
 
In fact, there are a number of obvious reasons why we should see the decision process itself as 
genuinely extended in time, rather than arbitrarily extended through calculation of parameters in a 
fixed model. 
 
Firstly, most decision making needs to be open ended in practice because genuinely new 
information continues to be generated and interpreted. This information does not come “pre-
digested” into “model” and “parameters” but may alter the process of decision itself. This is true, 
for example, when there is discretion in the interpretation of an AEM, leading to precedents about 
eligibility or acceptable practices. It is also true when an AEM, or its requirements, are seen as 
novel and it is not clear what the determinants of a decision “ought” to be. Obviously, data about 
the actual outcome of adoption can only be obtained once somebody has adopted, but equally not 
all households can be making use of this data otherwise nobody would ever be the first to adopt. 
 
Secondly, there are institutional and other constraints which oblige households to “pause” during 
the decision process. For example, a household may be enthusiastic about an AEM and sign up 
for a farm survey, but if there is a long waiting list negative word-of-mouth may cause them to 
lose interest before the survey actually takes place. Similarly, if a household is committed to an 
AEM contract which turns out to be very unsatisfactory, this can act as a very significant source 
of negative word-of-mouth over the lifetime of the contract, thus depressing the number of other 
adoptions during that period. Constraints can also arise from factors like seasonality. Even if a 
household is “ready” to adopt, they may not actually set about applying until an appropriate time 
in the farm year. 
 
Finally, open ended and systematically different decision processes also imply the possibility of 
significantly different awareness states for individual households. Some may have failed to hear 
about the AEM at all, others to be uninterested because they are doing well financially, yet others 
to have been put off (provisionally at least) by negative rumours. The existence of different 
decision processes and awareness states is the obverse of the continuous generation of new 
                                                 
12 Previous simulations (Chattoe and Gilbert 1998) suggest that an implausibly vast tolerance for repetition is 
required to ensure effective adoption. 



 8

information. Households will focus on absorbing and retaining information that is relevant to 
their current state, possibly disregarded other data nothwithstanding that it is free. Even when 
data is easily and accurately available to them, like the state of their own farm accounts, they may 
not actually take time to look at it until a certain stage in the decision process has been reached. 
At the same time, the messages households generate and pass on will also be slanted by their 
current preoccupations and position in the decision process. Thus the implications of different 
awareness states and decision processes is precisely what continues to generate novelty and 
“gossip” in a social network. Rather than adoption by household x simply resulting in an 
incremental shift in the parameter values of all other households, it may trigger the final 
commitment to adoption by a close friend of x, which may in turn lead to one casual acquaintance 
becoming aware of the AEM for the first time while another decides to get more information and 
so on. 
 
While such effects are both plausible and important, they are difficult to capture without using 
simulation, specifically multi-agent modelling (Ferber 1998), which sets out to represent, albeit in 
simplified form, both the mental states and consequent actions of interacting agents in a simulated 
environment. In the same way that micromodelling allows us to go beyond traditional curve 
fitting in making falsifiable predictions, multi-agent modelling allows us to correlate qualitative 
data collected from individual households with independently collected quantitative data at the 
aggregate level. We can not only “look into the heads” of simulated agents to see if the evolution 
of their decision processes is qualitatively plausible but also observe the corresponding actions 
and compare these with real data, about adoption for example.13 
 
In this section we have argued for a multi-agent simulation that is able to represent both 
simplified decision processes for households and aggregate outcomes of actions in the 
environment. We have also suggested that decision needs to be regarded as an open ended 
process which differs from household to household in order to explain the observed variations in 
adoption times. Having focused on the structure of individual decision processes in this section, 
we turn to the features of social networks in the next. 
 
 
2. Insights from the Literature on Social Networks 
 
The concept of a social network is an extremely general one, involving the attempt to investigate 
patterns in the number and nature of social connections that individuals and groups have with 
each other (Wasserman and Galaskiewicz 1994). Some relationships (like landlord and tenant) 
are defined legally. Others may be defined functionally on the basis of the nature of the 
interaction. For example, one may drink with work colleagues in the pub, but not invite them 
home. A number of interacting dimensions of social networks are obviously important to the 
process of innovation diffusion. 
 

                                                 
13 Rogers (1995, pp. 252-280) draws attention to “different kinds” of adopters but these are categorised simply in 
terms of their speed of adoption relative to the population. The multi-agent approach actually allows us to 
hypothesise specific determinants of early or late adoption in terms of agent properties. 
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1) Number of links: Other things being equal, the diffusion of information, persuasion or other 
“messages” likely to influence decision will be more rapid the greater the average number of links 
each individual has. The average number of links will also affect the final level of adoption, 
providing it is not assumed to be a completely individualistic decision, since the more links there 
are, the greater the chance that any given household will have at least one link which can 
influence it. The distribution of numbers of links will be quite wide. There may be a few people, 
at least in large towns, who know nobody at all, while one can imagine the mayor of small town 
knowing almost everybody there. Of course the number of links is likely to affect their nature, at 
least to some extent. It will be hard to maintain strong links with a very large number of people. 
(It is however possible to provide information to very large numbers of people, through the media 
for example.) 
 
2) Closure of networks: Groups can be defined in terms of the ratio of the number of links 
between group members and between members and non members, though some adjustment must 
also be made for the nature of the links. The higher the degree of closure, the harder it is for 
messages to enter or leave the group. Some groups may be spatially determined. For example, 
households in a high mountain valley may have very few associates outside the valley. Other 
groups are very “open”. For example, members of a professional society will typically have many 
other kinds of links to non members of that society. Granovetter (1973) draws attention to the fact 
that if friendship groups are typically rather closed, “weak ties” (such as acquaintances) may be 
important in transmitting messages between friendship groups. 
 
3) Nature of relations: Different kinds of associations are commonly assessed functionally, in 
terms of what is permitted and ruled out socially by the association. Given our interest in decision 
making, we shall also take this approach and define associations in terms of the ways in which 
they are able to influence decision. The exact forms of influence will be discussed in more detail 
in the next section, in particular a possible distinction between professional/technical 
relationships and social/domestic ones. However, here we draw attention to an interesting 
example provided by Weenig and Midden (1991). They found that negative word-of-mouth 
would be accepted from mere acquaintances and would have some effect on decision. However, 
positive word-of-mouth was only appropriate from friends. Although it is socially acceptable to 
warn somebody about a negative outcome without close association, it is not appropriate to urge 
them to a particular course of action. Presumably this asymmetry is connected with concern about 
vested interests, but the reaction to inappropriate word-of-mouth is definitely instinctive rather 
than calculative, at least in the first instance. 
 
4) Frequency of interaction: In addition to the nature of a relationship, which determines the 
influence which it is capable of having on the decision process, another important factor is the 
frequency of interaction. If we see influence on decision taking place through a continuing (but 
unmodelled) dialogue, it is clear that on average, individuals who meet more often will have more 
effect on each other and tend to converge more in their views.14 Of course, this is only a tendency 
and a family gathering which only occurs once a year may nevertheless have a profound effect or 
                                                 
14 We are assuming for now that social networks are static, though it would be straightforward to relax this 
assumption. With dynamic networks, discrepant opinions can either lead to convergence or to a weakening of 
association. 
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even do so precisely because it is such a significant event. Thus frequency of interaction does 
provide some “real” time structure to the transmission of messages about the adoption decision. 
 
For the purposes of simulation, the initial generation of social networks for each household 
involves random selection of individuals from a number of different pre-defined categories. For 
example, we can assume that each farm household knows three of its immediate neighbours well 
and all the rest slightly and that everyone else it knows visits the same market town. (This 
construction of different social networks also permits the creation of “special” actors like political 
activists and farm advisors who will have distinctive patterns of association.) In addition, 
membership of organisations or types will produce additional associations with other members or 
households of the same type. We are still surveying the literature on social networks to try and get 
a feeling for “typical” values to be used in this aspect of the simulation. We also intend to do 
exploratory simulation to see how much difference increasing the complexity of network 
structure actually makes and which network structures have the most impact on diffusion of 
messages.15 Similarly, we can test alternative hypotheses about the distribution of associates able 
to alter the decision process in different ways. (For example, we might assume that only family 
members can alter the dimensions of decision, that farm advisors or farmers of the same “type” 
can alter the “target values” of a dimension and that anybody can provide data to alter the current 
belief about the actual value. These terms will be explained in more detail in the next section.) 
 
The final issue which needs addressing in connection with social networks is the meaning of 
“persuasion” to be used in the simulation, although this somewhat pre-empts the detailed 
discussion in the next section. An additional disadvantage of models in which the decision 
process is assumed to be fixed is that it is very hard to give a plausible meaning to different kinds 
of social influence and in particular to distinguish processes like motivation and persuasion from 
the mere provision of information. Although agents in such models can be given different degrees 
of credence, as measured by their effects on parameter values, it is hard to see this as equivalent 
to persuasion. For the purposes of the simulation described here, we will define persuasion as the 
process of determining “what matters” by setting the dimensions of decision dynamically. This 
can be distinguished from processes by which target or actual values for a given dimension are 
initiated or modified. This definition can obviously be challenged, but its intention is to make 
some distinction between rational or calculative processes of measurement within a given 
dimension and the social and non rational process by which individuals hammer out a view on 
what is important.16 
 
 
3. The Decision Plan Net Approach 
 

                                                 
15 It may turn out that a complicated network structure can be approximated by a simpler one, at least in terms of 
effects on diffusion speed. The exact structure of networks is not the primary focus of the research so it will only be 
specified to the extent that it has significant impact. 
16 We conjecture that any “better” definition of persuasion would require far more detailed modelling of both the 
cognitive processes of individuals and the detail of their “discussions”. It also does not seem worthwhile to introduce 
an ungrounded “persuasion parameter” without some concrete aspect of behaviour for it to influence. 
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In the previous two sections we have described a number of features which we believe to be 
important in developing a multi-agent simulation of AEM adoption. In this section we show how 
Decision Plan Nets (DPNs) can be use to integrate these features and thus form the basis for a 
simple agent decision architecture. 
 
 
3.1 The Basic DPN Approach 
 
In economics, it is typical to assume that all the important dimensions of a decision (moral, social 
and financial) are commensurable and can be compressed into a single utility function which will 
nevertheless be well behaved from an analytical point of view. Another way of putting this is to 
say that there is always a trade off between dimensions. By contrast, Tversky (1972) proposed a 
radically different theory of decision based on the process of “elimination by aspects”. He argues 
that for many choices, agents treat attributes as totally incommensurable. Instead of trading off, 
the agent decides on a “target value” for each attribute and accepts or rejects a choice depending 
on whether all these target values are met. Figure 1 shows a possible decision process for 
apartment choice using the process of elimination by aspects. A DPN is simply a graphical 
representation of a decision process of this kind (Oskamp 1992). The decision maker first 
determines the cost of the apartment and rejects it if it is more than $125,000. Only then do they 
inquire about the number of bedrooms it has, rejecting it if has less than three. Finally, they find 
out whether or not it has a garden and if it has then they accept it. Attributes that are higher up the 
tree obviously lead to more rapid rejection if the target value is not reached. However, this should 
not necessarily be equated with “importance” in other respects, since the ordering of attributes 
may indicate other factors like a desire to narrow the search space rapidly. 
 
Several things can be said about this approach. Firstly, it is obviously an empirical matter whether 
the attributes of choice are typically commensurable or incommensurable. DPNs are perhaps 
more plausible for sequential rather than simultaneous choice and for complicated choices rather 
than simple ones. However, the DPN approach does not deal only with strictly incommensurable 
attributes. For example, a flat without a garden might still be accepted if it was also less than 
$80,000. However, the DPN is still a far more economical way of representing that kind of 
decision than postulating a very “sparse” utility function.17 Secondly, it is much easier to collect 
data for DPNs in real situations. In particular, decision makers do seem to report their targets in 
terms of individual attributes even if they are later capable of making an “all things considered” 
decision.18 Thirdly, as suggested earlier, this decision process is embedded in time, the decision-
maker does not start asking about the number of bedrooms until they have found out the cost of 
the flat. This may make little difference if all the information is coming from the same source, or 
is visible at a glance as it may be with tins on a shelf, but it is much more important when data is 
coming from different sources and takes time to collect. 
 

                                                 
17 Although in principle each choice point can represent a calculation of arbitrary complexity, this will rapidly defeat 
the representational advantages of the DPN, particularly if calculations at different nodes interact. However, 
empirically, agents do seem to break their decisions up into relatively separable stages in this way. 
18 Note that the existence of an “all things considered” decision does not support the claim that attributes are 
commensurable. We need to know about the decision process before we can say that. 
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There are also several obvious ways in which the DPN approach can be extended without 
compromising the original insight. Firstly, like most economic decision making models, it is 
typically assumed that the whole DPN is “visible” to the decision maker from the outset. 
Although one can say that data will not be gathered until it is needed, strictly speaking an agent 
with the full DPN available would be foolish to turn away data about a choice point they had not 
already reached. On the other hand, if we suppose that agents do not have their whole decision 
process in view, it may very well be that they will not seek data about the next stage of the 
process until they have completed the last.19 This will also be true if they are unable to proceed 
for other reasons like institutional constraints. Secondly, it is clear that we need not regard a DPN 
as a static structure. Agents may modify their own target values over time as a result of learning 
or changes in circumstances. (For example, if a decision maker spent long enough rejecting 
apartments costing more than $125,000 they might have time to save more money.) Furthermore, 
the very attributes of a decision may also change over time. A garden may cease to be an essential 
criterion if the decision maker manages to secure an allotment or they may simply be persuaded 
through conversation that a guest bedroom is less valuable to their well-being than they 
previously suspected. (This brings in social considerations in an important sense. With an 
experience good, there may be no “facts of the matter” a priori about which attributes conduce to 
well-being.) Another possibility for dynamic DPNs is that a negative outcome may lead not to 
outright rejection and termination of the decision process, rather a transition to some earlier 
choice point.20 Agents may also “pace themselves” using the target values of a decision attribute. 
Rather than modifying the maximum value they are prepared to pay, they may simply postpone 
the decision until they are in a position to pay that amount. (This sort of approach is probably 
more plausible with non financial attributes. For example, a farm household may “decide” that 
they will only investigate an AEM when they have heard about it from more than three people.) 
Finally, the DPN approach typically focuses only on the attributes of the object of choice. 
However, it is also reasonable that an agent might first check the size of the mortgage they were 
likely to get and then look for a flat that cost up to 90% of that. This draws attention to two 
factors. Firstly that an adoption decision involves information about both the AEM and the farm 
household. Although it is possible to argue that collecting information about the state of the farm 
household is an individualistic process, the same is not true of information about the AEM, 
particularly if it is information about how the AEM works in practice rather than how it is 
officially defined. Secondly, information necessary to the decision may come from a variety of 
sources and in a variety of forms. Some may be directly available to the farm household such as 
its own accounts. Other information will come from official sources. Households may be 
interested in “what everybody is saying” about the new AEM. In this sense, the social network 
itself may come to be regarded as a separate medium with properties of its own. 
 

                                                 
19 It is also possible to test other hypotheses, for example that agents will only remember the last piece of information 
about a particular attribute. In the absence of an attribute, they may not bother to “process” successive pieces of 
information into a composite value. 
20 There are two ways of representing this process which are not equivalent. Either the same choice point may occur 
later in the decision tree, or else an agent can be assumed to literally return to an earlier choice point. In the latter 
case, they will not have to go through all the choice points again to return to the previous state. Note that movements 
within the decision tree and repeated choice points cease to be trivial only if the attributes of choice or state of the 
decision maker change over time. For example, there is no point in having two choice points about the cost of an 
apartment unless the dynamics of the decision makers finances are also being modelled. 
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    START 
 
 
 
 > $125,000     < $125,000 
 
 
 
  REJECT 
 
 
 
  < 3 BEDROOMS    > 3 BEDROOMS 
 
 
 
    REJECT 
 
 
    
    NO GARDEN     GARDEN 
 
 
 
     REJECT    ACCEPT 
 
 

Figure 1. A Decision Plan Net for Apartment Choice (based on Oskamp 1992). 
 
 
3.2 Applying the DPN Approach to AEM Adoption 
 
In this subsection, we draw out the ways in which a DPN can be used to organise the aspects of 
the adoption decision discussed in this paper. 
 
Firstly, decision is open ended because we do not assume that the DPN is static or completely 
observable by the decision maker. Agents may only perceive the next few steps of their decision 
process and can also be persuaded to incorporate new dimensions of decision through repeated 
interaction with other agents.21 

                                                 
21 We can make different technical assumptions about how limited knowledge of the DPN is implemented. The 
simplest is to assume that the whole DPN for each agent is known by the simulator, but only revealed incrementally 
to the agent. However, we could also assume that the DPN really does not exist until it “comes into view”. The 
creation of DPNs, other than by dialogue between agents raises the possibility that they actually have multiple DPNs 
that serve as “scripts” for dealing with particular tasks. The implications of this possibility will be discussed further in 
section 5.  
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Secondly, once we relax the assumption that all choice points are attributes of the “object of 
choice”, we can incorporate institutional and other constraints (such as seasonality) directly into 
the DPN. For example, if a household decides to apply for a farm survey, there will be a “choice 
point” about the passing of time, to determine the delay before decision proceeds again.22 During 
that time, other aspects of the decision can be modified if new information becomes available. As 
we will see in the next section, choice points can also involve waiting for opinions from a certain 
number of people or wanting to observe the outcomes of adoption by some farmers of a particular 
type. 
 
Thirdly, the “history” of the DPN which the agent has passed through, and the “future” which 
they currently perceive, will determine the messages they pass to other agents and are prepared to 
receive from them. Agents will typically ignore information that doesn’t pertain to their current, 
or perhaps immediate future dimensions of choice. They may also fail to revise “historical” 
judgements in the light of new information. “Historical” aspects of a DPN become the factual 
material which later adopters use to condition their expectations and perceptions of what matters. 
The existence of dynamic DPNs, combined with network structure is what gives information its 
continuing “novelty”. The implications of adoption by household x are never quite like those of 
adoption by household y because they takes place in the light of different knowledge, a different 
decision process and a different social network. 
 
Fourthly, even within a simple DPN framework we are able to distinguish three systematically 
different modes of influence, which can be equated with three differing degrees of association 
between households.23 The most profound form of influence is persuasion, the process by which 
one agent causes aspects of their perception of the decision process to be adopted by another. It is 
to be expected that this process will be relatively rare and take place only between close 
associates.24 A less profound form of influence is the setting or modification of target values 
(expectations) for a given dimension of choice. Although an agent may simply “inherit” the 
expectations of a persuader, we can also envisage situations where an agent decides that a 
dimension is important but has no idea what the target value should be. They won’t reach a 
judgement on this, and may postpone decision until they meet someone else who has views on 
why that dimension is important. This form of influence is likely to be more common and to take 
place between less close associates. Finally, the most common form of influence is the one 
traditionally used in economic models, measurement or simply using other people as “data”. In 
these cases, the decision maker has decided on both the dimension of choice and the target value 
and is using messages from others to determine when the target value has been met. (For 
example, the target might be that more than four other households in the neighbourhood have 

                                                 
22 Certain aspects of the DPN can thus be seen as “moves by Nature”, which are out of the control of the decision 
maker. In principle, strategic considerations could arise if these moves involved other agents or organisations. 
23 They also correspond to different modes of social interaction, between mere “gossip” and heated arguments about 
attitudes. There are other kinds of social influence that might be modelled within the same framework but have been 
disregarded for now. For example motivation might be the process by which an agent is encouraged to suspend the 
target on a particular dimension. This differs from persuasion because the dimension is not removed from the DPN, 
merely temporarily suspended. 
24 There is a role here for social psychological theories of opinion convergence. 
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adopted.) In this sort of influence process, even relative strangers may be important in swaying 
decision because the autonomy of the decision maker is not compromised. 
 
Finally, the different awareness states of decision makers proposed by Rogers (1995, p. 163) on 
the basis of empirical research are an integral part of the DPN approach. Although traditional 
approaches have modelled transitions between these different awareness states, treated as 
empirical givens, they haven’t investigated how interactions between agents of different types can 
affect these transitions. By contrast a multi-agent approach is explicit about the interactions 
between agents and the effects that these have on their cognitive states. 
 
In the next section we turn to a more detailed consideration of the sorts of dimensions of decision 
which might form the basis for a basic simulation using the ideas outlined in this paper. 
 
 
4. The Dimensions of Decision 
 
There are several distinct classes of dimensions which can influence decision. Within each class, 
there will be a number of specific instances. For example, financial dimensions form one class, 
and rejecting AEMs paying less than a certain amount per hectare or having a ceiling on 
payments less than 5% of total farm income are two particular instances. 
 
Awareness: This is an almost trivial stage in the decision process, but needs to be included in all 
household DPN for completeness. Ignoring the case where there is more than one AEM, leading 
to potential ambiguity, any message about the decision process will alert the household to the 
mere existence of the AEM. This is one reason why it would be surprising if informational 
considerations alone were responsible for determining the speed of adoption. 
 
Financial: This is traditionally the most popular dimension of decision. Even if we allow for the 
importance of financial considerations, this does not require us to assume commensurability or 
“rational” goal setting. There can be multiple financial dimensions in a DPN and there is no 
presumption that expectations about the targets will be “correct” or “realistic” even in the long 
run. Financial dimensions of an AEM are: total payment ceiling, payment per hectare, whether 
payment covers perceived cost (for walling), frequency and form - prospective or retrospective - 
of payment, payment relative to alternatives and time scale of payments. 
 
Eligibility: This stage is relatively “technical”. It simply involves gathering information about 
whether or not the farm is eligible. Nevertheless, it may matter whether farmers check for 
eligibility before or after carrying out other aspects of decision. This is particularly true when 
“rumours” deter anyone from investigating further at some early stage in the DPN.25 
 

                                                 
25 Divergent DPNs may help to prevent “bottlenecks” in the decision process. If everyone has checking eligibility as 
their first step and there is an erroneous belief that only sheep farmers are eligible, nobody may actually check the 
real conditions of eligibility and apply to falsify the belief. On the other hand, if DPNs differ, one agent may act as a 
“pathfinder” for others simply because they have different priorities. 
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Solidarity: This is the most obviously social dimension of decision. It involves whether or not 
other people are applying, having surveys done, gathering information or whatever. These people 
may be of various types like “my friends”, “other sheep farmers”, “my neighbours”. 
 
Moral/Prescriptive/Emotive: This dimension focuses on the outcome of the decision processes 
rather than the process itself. In addition to messages about the decision process itself, agents will 
also report whether they think it is “appropriate” to be involved in the AEM and whether they 
have decided to apply or not to apply. (For example, after finding out about the terms of an AEM, 
some households might reject out of hand any which had a maximum density of sheep below a 
certain level.) For those who have already applied, there will also be messages about how they 
feel about having done so. There may be points in the decision process where farmers do not wish 
to receive information but simply encouragement. 
 
Administrative: This is another “technical” dimension in that it concerns farmers responses to 
the details of implementation of the AEM. Some farmers might reject any AEM involving 
monitoring and regular paperwork or requiring that the whole farm be included in the plan. 
 
Structural: This overlaps somewhat with the administrative dimension in reflecting 
compatibility with current or potential farm practice. In this case an AEM might be rejected 
because it required land to be left fallow at inappropriate times of year or because it forbade the 
occasional cropping of “set aside” land for animal fodder. 
 
This list is obviously provisional and in need of further elaboration. We are looking into the 
classification of AEMs to gain further insights into the sort of things which are required of farm 
households and hope that the questionnaires will give better data about the sorts of attitudes 
which farmers have to different aspects of choice. In particular, it may be possible to get a feeling 
about whether some dimensions of decision are generally more important than others and which, 
if any, are idiosyncratic to a few farmers. The point to be made is that even within the relatively 
simply framework we can distinguish between households which are primarily financially 
motivated and those which are more influenced by social and prescriptive factors. Simulation 
permits us to study the interactions of these mixed populations. In particular, this may help us to 
identify particular patterns of adoption (either spatially on in aggregate) which suggest specific 
problems in the adoption process. 
 
5. Possible Extensions to the Model 
 
Although the intention is to make the initial simulation using DPNs as simple as possible, there 
are some interesting areas where it will possible to extend it without too much difficulty. 
 
1) Use of DPNs as Scripts: So far, we have proposed the existence for a single DPN for each 
farm household. In practice, the decision process might also involve “choosing” a particular DPN 
as a pre-existing script for dealing with a decision of a specific kind. Obviously, it would be 
beyond the scope of the simulation to look at the selection and creation of DPNs in general, but 
the specific area of interest here is the impact of longer term changes in the form of AEMs and 
their replacement with newer kinds of policy intervention. (It seems to be the case that AEMs are 
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quite often re-defined, re-branded, re-launched and so on.) If households have developed pre-
conceptions about the form which decisions about AEMs should take or the content they should 
have, these are likely to have an impact on the uptake of subsequent measures. 
 
2) The Role of the Farm Family: So far we have neglected the dynamics of the farm family in 
constructing the DPN. However, it is clear, at least in principle, that the same approach can be 
used to model the construction of the “household DPN” from those of individual members by 
similar processes of congruence to those which occur in social networks. Similarly, although it 
will probably not be feasible to undertake the research during this project, the role of 
“independent” social networks, such as those of farm wives, might be important to the adoption 
process. 
 
3) Refinements to the DPN Approach: At the moment the units of measurement for particular 
dimensions of choice are given. Another possibility is that they might be social constructed by the 
ongoing process of discussion. For example, households might generally come to believe that the 
important financial aspect of an AEM was the total payment, rather than, say, the payment per 
hectare. This would involve a situation where dimensions of decision in a DPN tended to replace 
dimensions in the same class rather than simply being added to the DPN. (A similar situation 
exists when a new dimension is introduced into the population of DPNs, but lacking a distinctive 
target value to indicate what the units of measurement might be. Under such circumstances, the 
“wrong” units of measurement may come to be associated with that dimension and it may be hard 
for the “official” measurement to prevail.) Other refinements can also be seen in terms of 
imposing additional “structure” on the DPNs and their changes over time. For example, we can 
distinguish between technical and social interactions by ensuring that technical advice only 
affects certain dimensions of decision. A local official may be able to advise on the eligibility 
requirements for an AEM but not be trusted to provide other kinds of information. The DPN also 
allows distinctions to be made between the information content of personal experience, official 
information, speculation and rumour and these different kinds of information may also have 
different impacts on the decision process.26 (Personal experience might allow one to persuade 
another concerning their dimensions of decision, but unattributed rumour would almost certainly 
not be used for anything except data.) 
 
4) The Need for a Model of the Dynamics of Farm Practices and Finances: So far, it has been 
possible to keep the social and economic models of the farm somewhat separate. Now however, 
we have reached the level of detail where it will be necessary to combine them. This is 
particularly true for two reasons. Firstly, initial willingness to become involved with the AEM is 
likely to be a function of decreasing farm income and/or congruence between the AEM and 
current or intended farm practices. Without these factors, it is hard to explain the few initial 
adoptions that occur before social effects become important. Secondly, many of the dimensions of 
choice connected with the DPN depend on accessing information about the state of the farm, so 
something needs to be assumed about that state as part of the structure of each agent. Initially it 
will not be necessary to make detailed assumptions about the state of the farm, simply to provide 
                                                 
26 Within a multi-agent modelling approach, we might also credit each agent with a memory that permits them 
specific knowledge about which agents have done what. It is not clear how much impact this individualisation will 
have, over and above the effect of anonymous message passing. 
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key parameter values and some noise process by which they continue to vary over time. From the 
point of view of the innovation diffusion, it may not matter too much whether we assume 
systematic correlations between farm outputs in successive years - distinguishing “good” and 
“poor” farms for example.27 
 
 
6. Conclusions 
 
The object of this paper has been to sketch an outline of a multi-agent simulation for diffusion of 
AEM adoption. In a sense all attempts to pre-empt a computer program are unsatisfactory because 
the discipline of programming draws attention to flaws and incompleteness in reasoning which 
are very hard to spot in extended text. Nonetheless, it is to be hoped that this paper has at least 
highlighted the aspects of the model which we believe to be important and intend to focus upon. 
Corrections or re-orientations from farm experts and from the questionnaire data are, of course, 
most welcome. 
 
All the discussions in this paper can perhaps be summarised as attempts to answer two related 
questions. The first is why don’t AEMs get adopted by everybody? Obviously there are different 
answers to this question which are more or less interesting from a policy point of view. Some 
answers, like the fact that the AEM doesn’t pay enough are theoretically unproblematic. Others, 
like the fact that people don’t have enough friends to spread the word, may be completely beyond 
the control of policy. So the second question is, in what ways is the appropriate to add complexity 
to the model? Two requirements are that the variables in the model should be susceptible to 
simple measurement and that they should also be amenable to modification by policy, at least in 
principle. Simulation can facilitate the first objective by moving modelling away from the 
estimation of theory based parameters and towards the use of actual data. For example, the 
dimensions of DPNs can be represented directly from answers to the question “Why did you 
adopt this AEM?” The second objective is facilitated by building models that display not only the 
outcomes but also the processes by which these outcomes arise. Such simulations can be used 
heuristically to identify particular patterns of interaction and investigate possible modifications. 
Again the parameters of the model have “everyday” interpretations, allowing creative use of the 
results of the simulation. For example, if the simulation shows that information spreads 
dramatically faster when people are only willing to pass on “new” messages, the designers of 
promotional literature must focus on ways of making each mailshot or advertisement seem novel. 
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